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Abstract

Firms and statistical agencies must protect the privacy of the individuals whose data they
collect, analyze, and publish. These organizations often do so by using publication mechanisms
that satisfy differential privacy. We consider the problem of choosing such a mechanism to max-
imize the value of its output to end users. We show that mechanisms which add conditionally
independent noise to the statistic of interest — like most of those used in practice — are never
without loss of generality when the statistic is a sum or average of magnitude data (e.g., income).
But conversely, adding conditionally independent noise is always optimal when the statistic is a
count of data entries with a certain characteristic, and the underlying database is drawn from a
symmetric distribution (e.g., if individuals” data are i.i.d.). When, in addition, data users view
higher actions and higher values of the statistic as complementary (e.g., their payoffs are su-
permodular), we show that the simple geometric mechanism is always optimal by using a novel
comparative static that ranks information structures according to their usefulness in monotone

decision problems.
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1 Introduction

To help people make better decisions, statistical agencies collect and then disseminate informa-
tion about data. For instance, information about the prevalence of disease can affect decisions that
impact public health, while information about the level of unemployment can affect the decisions of
participants in the labor market. But disseminating information about disease prevalence or unem-
ployment also necessarily reveals information about whether any one person is sick or unemployed
(Dinur and Nissim, 2003).

The desire to avoid such disclosures has prompted technology firms and statistical agencies to
adopt mechanisms for publishing data that provide formal, mathematically provable guarantees
of privacy. Frequently, these guarantees take the form of differential privacy (Dwork and Roth, 2014;
Fioretto et al., 2024). This privacy criterion — which we describe in detail — requires a data provider
to randomize its output so as to provide an explicit quantitative bound on the amount that a change
in any individual entry in the data can change the probability of producing any given output.

Many different publication mechanisms — or (stochastic) maps from true data to published out-
put — have been proposed for publishing statistics in a way that satisfies differential privacy (e.g.,
Ghosh et al. (2012); Geng and Viswanath (2015)). Because differential privacy limits the amount
of information that can be revealed about individuals, these generally aim to disclose information
about aggregate quantities — i.e., population statistics — such as the proportion of respondents
in the data that are unemployed, or the average of those respondents” incomes. Comparisons be-
tween publication mechanisms have focused on their expected accuracy — the expected value of (a
function of) the distance between the published output and the true value of the statistic.

However, there is much less clarity about how to maximize the value to data users of published
statistics while preserving privacy. Our paper sheds light on this question by introducing an infor-
mation design approach to differential privacy. In particular, we endow data users with payoffs that
depend on their actions and the true value of a population statistic, and explicitly model the way
that their decisions about the former depend on beliefs about the latter. We assume that data users
are Bayesian, and update these beliefs after observing the output of a signal about the contents of
the database from which the statistic is drawn — i.e., a publication mechanism. Then, we consider
the problem of a data provider who chooses that signal under commitment — i.e., before accessing
the data — so as to maximize the data users” welfare, subject to a differential privacy constraint.

This is essentially the problem faced by many statistical agencies and technology firms in the
real world. The U.S. Census Bureau has used formal privacy requirements, including differential
privacy, as its primary approach to disclosure limitation in several data products.! Technology firms
such as Google, LinkedIn, Uber, Apple, and Meta have deployed differential privacy in applications
ranging from the analysis and publication of aggregate user behavior to the training of Al models.”

Crucially, offering a meaningful differential privacy guarantee requires data providers like these to

1See Abowd and Hawes (2023) (2020 Decennial Census, in which the Bureau used zero-concentrated differential privacy)
and Foote et al. (2019, 2023) (Post-Secondary Employment Outcomes).

2See Guevara (2019); Kurakin et al. (2024); McKenna et al. (2025) (Google), Rogers et al. (2020) (LinkedIn), Near (2018)
(Uber), Apple Inc. (2017) (Apple), and Dow et al. (2020) (Meta).



commit to a mechanism without reference to the underlying data.’

The data provider in our model faces a special case of a more general problem: choosing a
signal under commitment to influence the decision of a Bayesian agent who observes it. This general
problem is the focus of the extensive literature on information design (e.g., Kamenica and Gentzkow
(2011); Taneva (2019); Kamenica (2019)). By introducing key tools from this literature to the study
of differential privacy — and developing new tools that apply to information design more broadly
— we provide new insights that have direct, practical applications. To make these insights concrete,

we describe them in the context of an example.

Example 1 (School Planning). A school district needs to choose how many slots a to create in its first
year classes for the next three years. It would like to choose a number that is as close as possible
to the district’s actual number w of children under 4, who will enter school during that time. For
simplicity — and for a more direct comparison with the existing literature on accuracy in differential
privacy — we assume that its loss function is simply squared error: (w — a)>.

Since the children that will enroll are not currently in school, the district must rely on statistics
published by a government agency. Suppose that the statistical agency has chosen to publish infor-
mation about w in a way that is differentially private, with a “privacy loss budget” (the bound on
the amount any single record can change the log probability of an output) of € = 1. The records 6;
in its database each give the number of children under 4 in a household i, which varies between 0
and 2. Thus, a change in a data record can change w by at most A = 2.

In keeping with actual practice, we assume that the statistical agency chooses to satisfy differ-
ential privacy by adding conditionally independent noise to the true value of w; i.e., publishing w + 7,
where 7 is a random variable whose distribution is independent of the structure of the database,
conditional on w.* In particular, suppose that it chooses to add noise that has a two-sided geometric
(or equivalently, discretized Laplace) distribution with parameter e/A = 1/2. Its choice to do so
is motivated by the results of Ghosh et al. (2012), who show that if data users can remap the pub-
lished output to a € R, and the population statistic w is a count of records with some characteristic,
then among all ways to ensure differential privacy by adding conditionally independent noise to w,
this one maximizes expected accuracy (the expected value of any decreasing function of the error
|a — w|). Ghosh et al. (2012) call this the geometric publication mechanism.

We evaluate the performance of this mechanism — in terms of the value of its output to the data
user — in a geography with N = 100 households with i.i.d. data records 6; with {P(6; = t)}?_, =
{0.89,0.09,0.02} .° In this context, when the school district chooses a after seeing the output of the
geometric mechanism, its expected squared error is 5.09. But despite the optimality result of Ghosh

3For example, the U.S. Census Bureau designed the publication mechanism for the 2020 Redistricting Files using
demonstration data based on prior census data; US Census Bureau (2021) gives a timeline summarizing this process. See
Section 2 for a detailed discussion of why using the data to develop or calibrate the mechanism can make the mechanism’s
privacy guarantee meaningless.

4For instance, the U.S. Census Bureau has used the geometric mechanism to publish industry-specific counts of em-
ployed graduates of postsecondary education programs (Foote et al., 2023). It is also used in the private sector: in the
early COVID-19 pandemic, Facebook used its continuous analogue, the Laplace mechanism, to publish counts of indi-
viduals that did not leave a small area over the course of the day (Dow et al., 2020).

5The distribution of the number of children under 4 in a household observed in the 2019 5-Year American Community
Survey within Athens-Clarke County, Georgia.



et al. (2012), we can do much better. In fact, by solving an information design problem (Proposition
1), we can produce a mechanism that lets the district achieve an expected loss of 3.78 — about 26%
better than by using the off-the-shelf geometric mechanism.

The reason this improvement is possible is that, as we show in Theorem 1 and Corollary 2, in set-
tings like this one, adding conditionally independent noise can be a suboptimal way to satisfy the differential
privacy constraint. In this example, for instance, considering alternative distributions of condition-
ally independent noise can only reduce expected loss by 3% relative to the geometric mechanism.’
Instead, we can do much better by allowing the distribution of published output to depend on the
entire database, rather than just the true population statistic w. This fact is somewhat counterin-
tuitive, since the data users” payoff depends only on the database through w. Indeed, we are not
aware of any discussion of this point in the literature on differential privacy. As we show, taking
an information design approach to the problem — and thus thinking of differential privacy as a
constraint on the distributions of posterior beliefs about w that can be induced by the data publisher
— allows us to be precise about the sense in which adding conditionally independent noise is not
without loss of generality. Instead of an off-the-shelf mechanism (e.g., geometric), the optimal pub-
lication mechanism can then be computed either by using the concavification approach of Kamenica
and Gentzkow (2011), or by solving a linear program (e.g., Bergemann and Morris (2019)).

But, as we show, there are other settings in which adding conditionally independent noise is
without loss. Moreover, we show that the geometric mechanism is the optimal way to do so in a
very broad class of settings.

To illustrate this, suppose that the district must instead determine how many school buses to
purchase for its program. The optimal number of buses depends not on the number of children who
will enroll, but on the number of households with such children: the population statistic w is now a
count of binary data entries, rather than the sum of magnitude data. As we show in Theorem 2, as long
as it views households as anonymous — i.e., their observations are exchangeable random variables
— this makes it optimal to ensure differential privacy by adding conditionally independent noise.

But how should it add such noise? Suppose that the district seeks to minimize the number of
households per bus route plus expenditure on buses: when there are w households with children
under 4 and the district buys a buses, its payoff is u(a, w) = —% — ca, for some c > 0. This decision
problem is not in the expected accuracy-maximization class considered in Ghosh et al. (2012). But
even though the district does not want its action to match the statistic w, a rightward shift in its
belief about w still causes its optimal action to increase; i.e., it faces a monotone decision problem. In

Theorem 3, we show that this is the key feature that makes the geometric mechanism optimal.

The kind of decision problems considered in Example 1 — those in which a data user’s decision
depends on their belief about a population statistic — are common in practice: an individual takes
more precautions when she believes a pandemic pathogen is more prevalent in her community;

a restaurateur adopts a more upscale menu when he believes neighborhood incomes are higher;

®In settings with magnitude data, the geometric mechanism can be outperformed by a mechanism that adds condi-
tionally independent noise that is not geometric; see, e.g., Geng and Viswanath (2015). But in this example, this approach
can only reduce expected squared error to 4.95.



a municipal government offers employers larger tax incentives when it believes more of its con-
stituents are unemployed. Moreover, as in Example 1 (and each of the applications listed above),
data users frequently face problems that are monotone; i.e., that feature complementarity between
higher actions and higher beliefs about the population statistic.”

Our results offer guidance to a data provider who views these problems as representative use
cases for the information it publishes. If the population statistic of interest is a sum of magnitude
data, adding conditionally independent noise may be suboptimal (Theorem 1 and Corollary 2);
the data provider can often do better with a publication mechanism that depends not only on the
average of the data, but on the sample distribution more generally. On the other hand, if it is a count
of binary data from respondents that are ex ante anonymous, adding conditionally independent
noise is without loss (Theorem 2) — and in the case of a monotone decision problem, the geometric
mechanism is always optimal (Theorem 3).

We also provide a general comparative static on the comparison of information structures that
we use to establish Theorem 3. Because of the nature of the data provider’s problem, Theorem 3
cannot directly appeal to existing tools for ranking experiments according to their usefulness to a
class of decision makers.® Instead, we introduce Uniform-Peaked Relative Risk (UPRR) dominance,
which ranks information structures higher when the posteriors they induce each concentrate rel-
atively more mass around a peak (e.g., their mode). Theorem 4 shows that information structures
higher in the UPRR order are more useful in any monotone decision problem — one where payoffs
are supermodular, have the single crossing property, or, most generally, form an interval dominance
order family in the sense of Quah and Strulovici (2009). Since the geometric mechanism is UPRR-
dominant over all differentially private data publication mechanisms that depend only on the true
value of the population statistic (Lemma 3), Theorem 3 follows.

Related Literature Our paper complements a growing body of research addressing the challenge
posed by Abowd et al. (2019) for economists to develop analytical tools that prioritize information
quality in privacy-preserving data publication. Several recent papers treat the publication mecha-
nism as fixed, and ask how the data provider should set the privacy budget, both as a theoretical
matter (Abowd and Schmutte, 2019; Hsu et al., 2014; Echenique and He, 2021) and as a practical
matter (Chetty and Friedman, 2019). By contrast, we treat the privacy requirement as fixed, and
try to find an optimal publication mechanism. Other authors focus on how property rights in data
should be assigned (Jones and Tonetti, 2020; Arrieta-Ibarra et al., 2018), or the design of privacy-
preserving mechanisms (Pai and Roth, 2013; Eilat et al., 2021).

Our paper also relates to prior work in computer science that examines the performance of dif-
ferentially private publication mechanisms (e.g., Geng and Viswanath (2015); Koufogiannis et al.
(2015)). This literature generally focuses on the expected accuracy of mechanisms that are oblivious,
i.e., add conditionally independent noise to the population statistic. Among these papers, two are

7By higher beliefs, we mean beliefs that are shifted to the right; i.e., higher in the monotone likelihood ratio sense
(Milgrom, 1981) or (if payoffs are supermodular) in the sense of first-order stochastic dominance.

8In particular, the information structures we need to compare are not Blackwell-comparable, and do not necessarily
induce an MLRP-ordered set of posterior beliefs, so that comparative statics based on Lehmann (1988) accuracy cannot
be directly applied.



closest to our work. First, as discussed in Example 1, Ghosh et al. (2012) show that when data users
are interested in a count of binary data and can postprocess the mechanism’s output based on their
priors, the geometric mechanism maximizes expected accuracy among all oblivious mechanisms.
When, in addition, data users have priors about the population statistic but view the database as
ambiguous, they show the geometric mechanism also outperforms mechanisms that are not obliv-
ious. In contrast, our Theorem 3 shows that with binary data, the geometric mechanism is the
optimal differentially private oblivious mechanism whenever data users face monotone decision prob-
lems, and that using an oblivious mechanism is always optimal with binary data and a symmetric
prior (Theorem 2), but need not be with magnitude data (Theorem 1, Corollary 2). Second, Brenner
and Nissim (2014) show that when the statistic of interest is a sum of magnitude data, there is no
single oblivious mechanism that maximizes accuracy for every nondecreasing loss function and ev-
ery prior, the way that Ghosh et al. (2012) show the geometric mechanism does in the binary data
case. In contrast, Theorem 1 and Corollary 2 compare the entire class of oblivious mechanisms to
those that depend on the database more generally, and show that the latter can strictly outperform
the former with magnitude data.

This paper follows other recent work that uses the tools of information design to study privacy.
Many of these papers focus on questions about the optimal amount of privacy protection, generally
using concepts other than differential privacy: Ichihashi (2020) considers the way that consumers
will choose to flexibly disclose information to sellers; Ali et al. (2023) and Hidir and Vellodi (2021)
consider the optimal regulation of such disclosure. We focus instead on a question similar to those
considered by He et al. (2026) and Strack and Yang (2024): how should information be published,
given the presence of a privacy constraint? Our approach differs from those papers, however, be-
cause differential privacy only protects sensitive information imperfectly. All of these (including our
paper) are part of a larger body of research on the economics of privacy; see Acquisti et al. (2016)
for a survey.

Our characterization of the data provider’s problem is also related to work on constrained in-
formation design. In Le Treust and Tomala (2019), the sender’s signal must pass through a channel
with limited capacity, a constraint that holds in expectation over the induced posteriors; Doval
and Skreta (2024) give Lagrangian methods for problems with many such constraints. Differential
privacy instead requires each induced posterior to lie in a fixed feasible set, as in Matyskové and
Montes (2023), where the receiver’s ability to gather his own costly information has the same effect.
Samuelson and Steiner (2025) call constraints of this form separable and, like us, exploit the fact that
they admit a concavification approach.

Finally, our Theorem 4 contributes to the literature on the comparison of experiments following
Blackwell (1953), whose ordering ranks signals according to their usefulness for any decision maker.
Lehmann’s (1988) accuracy ordering ranks information structures with the monotone likelihood ratio
property (MLRP) so that those which are more accurate are more useful to decision makers whose
payoffs are single-crossing in actions and states (Persico, 1996). Quah and Strulovici (2009) extend
this result to the more general case where payoffs form an interval dominance order family. Kim

(2023) shows that for information structures with the MLRP, a decrease in accuracy is equivalent



to a garbling by antitone noise. Athey and Levin (2018), on the other hand, consider more gen-
eral orders on information structures defined by their usefulness in decision problems satisfying
various monotonicity conditions, and obtain Lehmann (1988)’s order as a special case. Theorem 4
complements these results, showing that UPRR dominance allows accuracy-based comparisons of
information structures whose posteriors are not MLRP-ordered — indeed, whose posteriors need
not be ordered at all.

The paper proceeds as follows. Section 2 formally describes the setting we consider and the
meaning of differential privacy within it. Section 3 shows that the data provider faces a constrained
information design problem and characterizes its solution. Section 4 asks when this problem’s di-
mensionality can be reduced by considering only mechanisms that add conditionally independent
noise (Theorems 1 and 2). Finally, Section 5 gives our optimality result for monotone problems
(Theorem 3) and the comparative static on information structures that it relies on (Theorem 4). All

proofs are given in Appendix A.

2 Setting

There is a state of the world, or database; a data provider, or designer, who chooses a mechanism
for releasing information about the database; and a decision maker, who uses that information to

make better decisions.’

Data A databaseis alist = (6y,...,0x) of N > 2 observations 6; € {0,1, ..., T}. Each observation
represents the type of an individual or household (a respondent). We say that the database contains
binary data when T = 1 and magnitude data when T > 1.

The set of possible databases is thus ® = {0,1, ..., T}N . The decision maker and the designer
have a common prior By € A(®) over this set, with full support: supp(Bo) = ©.1°

Data Publication and Differential Privacy Before observing the database, the designer chooses a
data publication mechanism (S, 71), where S is some countable set of outputs and 77 : ® — A(S) maps
each database to a distribution over outputs in S.!! The decision maker then observes the realization
of 7t(-|0). Without loss, S only includes outputs that the mechanism can actually generate: for each
s €S, m(s]0) > 0 for some 0 € O.

The designer’s chosen mechanism must guarantee the privacy of each respondent’s type. In

particular, for some privacy loss € > 0, it must be e-differentially private.

9We assume a single decision maker for simplicity: All of our conclusions are unchanged if the designer instead seeks

to maximize the total welfare of multiple decision makers, so long as their decisions do not have externalities on other
decision makers, i.e., each DM’s payoff only depends on their own action and the population statistic. (In that case, the
problem is the same as if a single agent chose the decision makers” actions to maximize the sum of their payoffs.)

190ne motivation for the differential privacy criterion is that it does not depend on assumptions about the background
knowledge of agents (“attackers”) that might wish to use the mechanism output to learn about a respondent’s type for
malicious purposes. We emphasize that the common prior assumption need not apply to such malefactors, who are not
explicitly considered in our model.

HThe assumption that S is countable (or even finite) is without loss in our setting — see Corollary 1(iic).



Definition (e-Differential Privacy (Dwork et al., 2006)). A data publication mechanism (S, 77) is e-
differentially private (e-DP) if for all outputs s € S and all databases 6,6’ € © that are adjacent, in the
sense that they differ in at most one entry (i.e., such that for some i € {1,...,N}, 0_; = 0 )), we

Differential privacy limits the amount, in log terms, that changing a single respondent’s type

have

can change the distribution of the data publication mechanism’s realizations.'> This criterion is
prior-independent: Whether a mechanism is differentially private does not depend on By. Hence,
even if other agents (“attackers”) have more information about the contents of the database than
the designer does, a differential privacy guarantee is still valid. In fact, if an agent views types as
independent a priori, differential privacy is equivalent to a limit on the amount that observing the
mechanism’s output can shift her beliefs about an individual respondent’s type 6,, regardless of
how much information she already has about the other respondents’ types. (See Proposition S.1 in
the Online Appendix.)"

The Decision Maker After observing the realization of 77(+|6), the decision maker takes an action
a from some compact set A. His payoff from doing so depends on 6 only through the average
type of the respondents. Hence, since N is fixed, his Bernoulli payoff can be written as a function
u: A xQ — R of his action a and the population statistic wy = Y 0,,'* where Q = {0,...,NT};
we assume that u is continuous. Thus, if the decision maker has posterior belief § € A(®), his
interim payoff is given by v(B) = max,c Egu(a, wp).

The Designer’s Objective When choosing the data publication mechanism, the designer acts to
maximize the expected value of the decision maker’s payoffs. Formally, letting f7 € A(®) denote
the posterior belief of a decision maker who observes s from the data publication mechanism (S, 77),

the designer solves

max{z Y o(BF)7(s0)Bo(0) s.t. |log (7;(5’9/)” _ o VeSO st } 2

(57 | geoses (s]0) dn,6_,=0",

12Because there is no uncertainty about the number of respondents in our model, our definition of differential privacy
is referred to as bounded differential privacy (Kifer and Machanavajjhala, 2011), as distinct from unbounded differential
privacy, which bounds the change to the signal distribution from adding or removing a respondent from the database.
Since mechanisms that satisfy the latter criterion must take as argument databases of multiple sizes, the problem of
designing them is somewhat different than the problem we consider. However, the key observation behind Theorems
1 and 2 — with magnitude data (but not binary data), satisfying differential privacy requires oblivious mechanisms to
treat databases similarly whenever they have similar population statistics, not just whenever they are adjacent — is still
true in the unbounded case, and so we conjecture that those results have counterparts for unbounded DP.

13McSherry and Talwar (2007) give a different equivalent formulation of differential privacy based on test functions
g+ S — R,. Formally, they show that a publication mechanism is e-DP if for every nonnegative function g : S — R,
Ex(19)[8(5)] < ¢“E(9)[g(s)] for each pair of adjacent databases 6, 6" € ©.

14Tn the terminology of the formal privacy literature, the population statistic is the answer to a query: a deterministic
function of the database (here, a sum). The query is distinct from the publication mechanism, which must produce a
randomized output in order to satisfy (1).




Discussion Our model captures a widely confronted data publication problem in very general
terms. The data provider (designer) chooses how the data should be published, and commits to
those choices after the structure of the data is determined, but before the actual data are collected.
The data provider is also under an obligation to guarantee differential privacy at a fixed level.
With binary data, our model corresponds precisely to the publication of information about the
number of people in some category — e.g., the number of unemployed workers in a specific occu-
pation. Such statistics are generally called population or frequency counts, or — in the computer
science literature — counting queries. With magnitude data, our model corresponds to the pub-
lication of information about the sum or average of some characteristic — e.g., income, years of
schooling, or length of unemployment. These statistics are generally referred to as population to-
tals or averages, or in the computer science literature, sum queries. This focus on a single count,
total, or average restricts data users’ payoffs in a substantive way: it rules out, for example, data
users who care about both the mean and the variance of income. However, it does not enter into the
definition of differential privacy, which restricts the distribution of the mechanism’s output condi-
tional on adjacent values of the database, rather than nearby values of the population statistic.'®
The notion of differential privacy that we consider is standard. But unlike most of the literature,
we explicitly consider the problem of choosing a publication mechanism that satisfies it. This raises
the possibility that privacy might be compromised by the designer’s choice of mechanism, rather
than by the mechanism’s output. For instance, if the designer were to learn the contents of the
database 6 before choosing a mechanism, she could perfectly reveal 6 to the decision maker by
choosing a 0-differentially private mechanism that always outputs 6: 71(6]6') = 1 for all ¢ € ©.
Thus, for the differential privacy guarantee to be meaningful, the publication mechanism must be
chosen before the designer learns the contents of the database — as we require in our model.
However, even if the designer does not observe the database before choosing a publication
mechanism, she may still be better informed than an attacker about the data generating process
from which the database is drawn. Her choice of mechanism may thus allow such an attacker to
infer that information, and update his beliefs about an individual respondent’s type in a way that
the mechanism — and hence the differential privacy criterion (1) — does not account for. This is
not a privacy violation in the sense considered by differential privacy, because the extra information
learned does not come from the database being protected.'®
Like most of the formal privacy literature, we assume the true value of the population statistic
enters directly into the payoffs of data users (decision makers). We thus abstract away from other
sources of uncertainty — like measurement error and sampling variability — about the extent to

which the undistorted data reflect some true underlying state of the world that data users actually

15Tn Section 4, we show that when the publication mechanism only depends on the database through wy, the privacy
criterion (1) can be simplified to compare the distribution of output conditional on nearby values of the population
statistic. However, as we show in Theorem 1, these mechanisms are not without loss of generality in many settings.

16 As Dwork and Roth (2014) put it, “Differential privacy promises to protect individuals from any additional harm
that they might face due to their data being in the private database x that they would not have faced had their data not
been part of x. Although individuals may indeed face harm once the results M (x) of a differentially private mechanism
M have been released, differential privacy promises that the probability of harm was not significantly increased by their
choice to participate.” (Dwork and Roth (2014), p. 20)



care about. This is without loss of generality, if we interpret the data users’ payoffs as their expected
utility conditional on the true value of the population statistic.

Our information design setting is related to the mechanism design setting considered by Pai and
Roth (2013). They apply differential privacy to a map from respondents’ type profiles to outcomes
that determine their payoffs (i.e., a social choice function) rather than a map from databases to
payoff-irrelevant signals (a publication mechanism). As they show, this ensures that the SCF is
approximately dominant strategy implementable for the respondents. In contrast, we consider a
decision maker whose payoffs depend on the underlying database, not the mechanism’s output.
Instead of explicitly modeling respondents” incentives, we simply require the mechanism to provide
them with a guarantee of e-DP.

3 Data Publication as Information Design

The differential privacy condition (1) can be reformulated as a restriction on the set of posterior
beliefs that the mechanism can induce. Observe that if f € A(®) is the posterior belief of an agent
who views realization s from the data publication mechanism (S, 7r), Bayes’ rule tells us that for
any two databases 6 and 0’ that differ in a single entry,

pe") _  m(s]6)po(9) 7e(s[6)Bo(6)  _ 7(s]6') Po(6")

B6) ~ Tico nGI0Bo(D)/ Trco m(sl)polt) — 7(s]6) Po(6) ©)

Hence, (S, ) is e-differentially private if and only if each posterior belief B that it induces satisfies

‘log <§((§,)) ) —log (5(?((3/)) ) ‘ < eforeach 6,0’ € ® with0_, = 6, for some n. (4)

We call the set of posteriors that satisfy (4) the e-differentially private (e-DP) posteriors K(e, Bo). In
words, the e-DP posteriors are those such that for any two databases 6 and 0’ that differ in a single
entry, the difference in the log ratio of their probabilities under the prior and posterior is at most
€. As we show in the appendix (Lemma 5), this set is a closed convex polyhedron which does not
intersect the edges of the probability simplex, and which contains the prior in its (relative) interior.
Figure 1 illustrates.

6 =(0,1)

6 =(1,0)

Figure 1: e-DP posteriors. The shaded region of A(®) is the set K(e, ) of e-DP posteriors bounded
by the constraints in (4), shown here in a setting with binary data (I = 1), N = 2, ¢ = 1, and prior

(Bo(0,0), Bo(0,1), Bo(1,0), Bo(1,1)) = (4, 4,1, 1)



By representing e-differential privacy as a restriction to mechanisms that induce e-DP posteriors,
we can write the designer’s problem as a constrained information design problem: choosing a
Bayes-plausible distribution v € A(A(®)) of posteriors (i.e., a distribution whose expected value is
the prior) whose support is constrained to lie in the set K(e, o).

Proposition 1 (Differentially Private Data Publication as Information Design). The mechanism (S, )
solves the designer’s problem (2) if and only if it induces a distribution of posteriors which solves

max )){Evv(ﬁ) s.t. EyB = PBo}- (5)

veA(K(e,Bo

Since the designer’s incentives are aligned with the decision maker’s, his value function in (5)
is convex. If the designer were not constrained by differential privacy, her problem would thus
have a straightforward solution: simply induce the posteriors at the vertices of A(®) by publishing
the true value of 6. With an e-DP mechanism, this is impossible: she can only induce posteriors in
K(e, Bo). But convexity — or equivalently, Blackwell’s (1953) theorem — still allows her to restrict
attention to certain posteriors; namely, the extreme points (i.e., vertices) of the polyhedron K(e, Bo).

This sharpens the implications of the information design literature for the designer’s problem.
For any K C A(®), denote the restriction of v to K as vk : K — RU {—oo}. Following Kamenica and
Gentzkow (2011), define the K-restricted concavification Vg : K — R of vk as the smallest concave
function that lies above v on K.

Corollary 1 (Characterization of Optimal Data Publication Mechanisms).
i. The maximized value of the designer’s problem (2) is V(e g, (Bo)-

ii. There is a mechanism which solves the designer’s problem (2) and induces a distribution of posteriors
v* € A(A(®)) such that

(a) Each B € supp v* is an extreme point of K(e, Bo);

(b) Each B € supp v* achieves the privacy bound (4) between at least (T + 1)N — 1 pairs of databases:
‘log (gég%) —log (500((5/))) ‘ = ¢ for at least (T + 1)N — 1 distinct pairs {0,0'} that have 6_; =
6’ . for some i;

(c) The support of v* is a linearly independent set of vectors in RV ; and thus'®

(d) v* is the unique Bayes-plausible distribution of posteriors with support supp v*.

Corollary 1 applies standard results from information design to give a characterization of opti-
mal differentially private data publication that we use to establish our main results. Part (i) shows
that the value of the problem has the familiar concavification characterization from Kamenica and
Gentzkow (2011) — but concavification takes place on the set of e-DP posteriors, rather than the
entire simplex. This places additional structure on the problem’s solution: Part (ii) places an upper

17Formally, let Vi (B) = sup{z|(B,z) € conv(Gr(vk))}, where Gr(vg) = {(8,vk(B))|B € K} denotes the graph of v.
18For concreteness, let each belief B € A(®) be represented by the vector in R(T+1)" whose nth entry corresponds to
the probability B(0) it places on the database 6 represented by n in base (T + 1).
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bound on the number of posteriors induced by the mechanism — and hence the number of outputs
it produces (iic) — and a lower bound on the number of privacy bounds that each of those posteri-
ors must attain (iib). It also allows us to focus on the set of posteriors that the mechanism induces
— which, without loss, is linearly independent (iic) — and ignore the probabilities with which it
induces them (iid). Note that while (ii) characterizes a particular solution to (5), multiple solutions

may exist, since v is not strictly convex.

4 Conditionally Independent Noise and Oblivious Mechanisms

Section 3 shows that the designer’s problem amounts to choosing a Bayes-plausible distribution
of posterior beliefs about the database. This problem is challenging in part because of its dimen-
sionality: The space of posteriors about the database A(®) has dimension (T + 1)V — 1, the number
of possible databases minus one.

But because the decision maker’s payoff only depends on the population statistic w, his interim
payoff only depends on his belief B € A(®) about the database through its projection onto the lower-
dimensional space A(Q)) of beliefs about the population statistic. That is, letting P : A(®) — A(Q))
be the projection operator defined by PB(w) = Yg.4,—w B(0), we have

v(B) = max Egu(a, wg) = max Epgu(a,w) = 0(PP). (6)
acA

acA

Since the designer works to maximize the expected value of this payoff, we might expect that she
can restrict attention to mechanisms that depend only on the true value of the population statistic;
i.e., those that add noise that is, conditional on w, independent of the structure of the database
6. Following the formal privacy literature, we refer to such mechanisms as oblivious. If oblivious
mechanisms are without loss, she can solve her problem (5) by choosing a distribution on the set
of posteriors about the population statistic A(Q)) directly, rather than choosing a distribution of
posteriors about the database and projecting them onto A(Q2).

It turns out that whether oblivious mechanisms are without loss of generality depends on the
type of data that the designer has. With magnitude data, oblivious mechanisms are never without
loss of generality (Theorem 1). In fact, for every prior and privacy loss budget, there is a simple
decision problem for which every oblivious mechanism is suboptimal (Corollary 2). But with binary
data, oblivious mechanisms are always optimal when respondents are anonymous (Theorem 2) —
e.g., if the data are i.i.d.

4.1 Characterizing Differential Privacy for Oblivious Mechanisms

Formally, we say a data publication mechanism (S, 7t) is oblivious if 77(-|@) = 7(-|0") whenever
wy = wy.'” Hence, there is a function o : Q) — A(S) such that 77(+|0) = o' (-|wy) for each 0 € ©; we

abuse notation and write (S, o) to denote such a mechanism. The class of oblivious mechanisms in-

91n the terminology of the computer science literature on formal privacy, the population statistic wy is the outcome of
a sum query (with magnitude data) or counting query (with binary data) applied to 6, and our definition specifies that a
mechanism is oblivious with respect to that query.
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cludes most differentially private mechanisms used in practice to publish information about counts
or averages. In particular, the widely used Gaussian and geometric mechanisms are each oblivious,
since they publish the sum of the true population statistic wg and a random variable.

Because oblivious mechanisms only provide information about the population statistic, they
are completely characterized by the distribution T € A(A(Q)) of posterior beliefs that they induce
about the population statistic, rather than the distribution of beliefs they induce about the database
more generally. Such a distribution can be induced by an oblivious mechanism precisely when its
expectation E;y is equal to the prior about the population statistic yo = Ppy.

When a mechanism is oblivious, Proposition 2 shows that the differential privacy criterion (1)
simplifies to a limit on the amount that moving to an adjacent population statistic (i.e., from w —t
to w, or vice versa, for 1 < t < T) can change the distribution of the mechanism’s realizations.
Intuitively, if two values w, w’ of the population statistic differ by no more than T, there is a pair of
databases with those statistics which differ in only one entry and by exactly the difference w — «w'.

Consequently, differential privacy bounds the ratio of the posterior probabilities of those states (7).

Proposition 2 (Differential Privacy for Oblivious Mechanisms). Suppose (S, ) is an oblivious data
publication mechanism. Then the following are equivalent:

i. (S,0) is e-differentially private.

ii. ‘log( g(s|w) )‘ <eforeachs €S, we {1,... NT},and 1 <t < min{T,w}.

o(s|lw—t)
iii. For each posterior belief about the population statistic y € A(Q) induced by (S, ),

‘log (V;(‘(E)“i)t)) —log (Hoygéﬁ)t)) ‘ <eforeachw € {1,...,NT}and 1 <t < min{T,w}. (7)

We call the set of posterior beliefs about the population statistic that satisfy (7) the oblivious e-DP
posteriors Ko (€, uo) C A(Q)). Figure 2 illustrates in the binary data setting described in Figure 1.

w=1

w=20 w =2

Figure 2: Oblivious e-DP posteriors. The shaded region of A(Q) is the set of oblivious e-DP posteriors
Kq (€, o) in the setting of Figure 1, where the prior about the population statistic is pig = PBo = (%, %, %) and
the privacy loss budget is € = 1. The red dotted lines represent the upper and lower bounds on (1) /u(0)
described in (7), while the blue dotted lines represent the bounds on u(2)/u(1). Kq(e, pp) is asymmetric
because there is no constraint on the ratio j£(0)/u(2), since population statistics 0 and 2 are not adjacent.

12



4.2 When Are Oblivious Mechanisms Without Loss?

Proposition 2 reveals the key difference between differential privacy’s restrictions on the in-
formation disclosed by an oblivious mechanism and its restrictions on the information disclosed
about the population statistic by a non-oblivious mechanism. In general, the designer can induce a
distribution T of posterior beliefs about the population statistic whenever it is the projection onto
A(Q) of a Bayes-plausible distribution on the set of e-DP posteriors; i.e., whenever there exists a
Bayes-plausible v € A(K(e, o)) such that T(u) = v(P~'(u)) for each u. The set of distributions
that satisfy this criterion coincides with the set of distributions that can be induced with an e-DP

oblivious mechanism precisely when

Ka(e, #o) = PK(e, fo),

i.e., when the projection of any e-DP posterior onto A(Q2) is an oblivious e-DP posterior (Lemma 8
in the appendix).

Whether this is the case depends crucially on the kind of data (and hence, the kind of population
statistic) that the designer wishes to publish information about. With magnitude data (T > 1), the
answer is always no, regardless of the prior By or the privacy loss budget €: oblivious mechanisms
are never without loss of generality.

Theorem 1 (Oblivious Mechanisms and Magnitude Data). With magnitude data, Ko (€, pto) # PK(e, Bo)
for any database prior By and positive privacy loss budget €. Consequently, there exist e-DP data publication
mechanisms that induce distributions of beliefs about the population statistic that cannot be replicated by an
oblivious mechanism that is also e-DP.

Theorem 1 does not rule out the possibility that an oblivious mechanism might be optimal in
a setting with magnitude data. Even though some distributions of beliefs about the population
statistic cannot be induced by an oblivious mechanism, those distributions might all be suboptimal
in (5). However, as Corollary 2 shows, we can always construct a simple decision problem such that
only a non-oblivious mechanism can shift beliefs enough to change the optimal action.

Corollary 2 (Suboptimality of Oblivious Mechanisms). With magnitude data, for any database prior By
and privacy loss budget €, there is a set of two actions A = {0,1} and a payoff function u : {0,1} x QO — R
such that no e-DP data publication mechanism that solves the designer’s problem (2) is oblivious.

The intuition for Theorem 1 is as follows. Because an oblivious mechanism only depends on
the database through the population statistic, viewing its output must change the log ratio of the
probabilities of a pair of databases by the same amount whenever they have the same population
statistics:

° p0) B Fol6) = |lo @ —lo M whenever wy = w; an ;= W
o6 g ) =% (o)) ‘lg<ﬁ(”)> 1g<ﬁo(é’)>‘ enever = pand e = G

Requiring a mechanism to be oblivious thus adds constraints to (4) for pairs of databases 6,6’ that

do not differ in one entry, but have the same population statistics as some other pair 8,8’ that
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does. The key to establishing Theorem 1 is showing that with magnitude data, these additional
constraints never become redundant when they are projected onto the space A(Q)) of beliefs about
the population statistic. As we show in the Online Appendix, this gap is not an artifact of modeling
the set of respondent types as finite, i.e., it persists as T — co.

But with binary data (T = 1), projection onto A(Q)) does render these additional constraints
redundant, so long as the prior distribution By is symmetric: Bo(6) = Bo(6’) whenever 0 is a per-
mutation of #’.2° When the prior is symmetric in this way, we say that respondents are anonymous.
Theorem 2 shows that anonymity ensures that Kn (€, #9) = PK(€, Bg) — and hence that oblivious

mechanisms are without loss.

Theorem 2 (Oblivious Mechanisms and Binary Data). With binary data and anonymous respondents,
Ka(e, uo) = PK(e, Bo): For each e-DP data publication mechanism, there exists an e-DP oblivious data
publication mechanism that induces the same distribution of posterior beliefs about the population statistic.

As a consequence of Theorem 2, whenever respondents are anonymous and data is binary,
the designer’s information design problem (5) simplifies to choosing a distribution on the lower-

dimensional space A(Q}) of posterior beliefs about w.

Corollary 3 (Differentially Private Data Publication as Information Design: Binary Data). If respon-
dents are anonymous and data is binary, the oblivious mechanism (S, o) solves the designer’s problem (2) if
and only if it induces a distribution of posteriors about the population statistic that solves

max E. 0 s.t. Exu = . 8
cenlBme o B0 () b Exp = jio} ®)

The role played by the respondents” anonymity in Theorem 2 is subtle, as is the role of the
kind of data that the designer collects about them. Because the data is binary, databases with the
same population statistic must be permutations of each other. Hence, each differs by a single entry
from the same number of databases whose population statistic is lower by 1. Moreover, since these
databases also differ from one another only by permutation, a symmetric prior places equal prob-
ability on each of them. Consequently, the bounds that differential privacy places on the posterior
likelihood ratios of databases that differ in one entry sum to the bounds it places on the posterior
likelihood ratios of states that differ by one induced by an oblivious mechanism. That is, the con-
straints that characterize Kq (€, jto) are the projections of the constraints that characterize K(e, Bo),
and so Kq (€, o) = PK(e, Bo). This symmetry is crucial for Theorem 2: In Section S.1 of the Online
Appendix, we give an example where respondents are not anonymous, N > 2, and a non-oblivious
mechanism outperforms every oblivious e-DP mechanism.

We emphasize that anonymity leads to Theorem 2 indirectly: the prior’s symmetry is needed
not because it eliminates differences between the probabilities of permutations of 6, but because it
renders the differences between the sets of databases adjacent to those permutations irrelevant for

differential privacy.”! Consequently, it is unnecessary when there are only two respondents: With

20In other words, when respondent types {6, }”N:1 are exchangeable random variables.
2Igpecifically, anonymity implies that for each w > 0, there is a joint distribution 77 on {f : wy = w} x {0 : wy = w — 1}
with marginals equal to Bo(-|w) and Bo(-|w — 1) such that supp # only contains pairs of databases that are adjacent.
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N = 2, permuting 6 does not change the set of databases that differ from 6 in one entry.

Proposition 3 (Oblivious Mechanisms with Two Respondents). With binary data and two respondents,
K (e, uo) = PK(e, Bo): For each e-DP data publication mechanism (S, 1), there exists an e-DP oblivious
data publication mechanism (S, o) that induces the same distribution of posterior beliefs about the population
statistic.

4.3 Permutation Invariance and Optimal Oblivious Mechanisms

In general, the key reason for the stark contrast between the conclusions of Theorems 1 and 2
is that with binary data, databases with the same population statistic are identical up to permu-
tation, whereas with magnitude data, they are not. This suggests that in settings with magnitude
data, even though we cannot restrict attention to mechanisms that depend only on the population
statistic, we may be able to restrict attention to mechanisms that are invariant under permutation.
Formally, we say that a mechanism is permutation-invariant if 7(s|@) = m(s|0’) whenever 6 is a

permutation of 6'. In the online appendix, we prove the following result.

Proposition 4 (Permutation-Invariant Mechanisms). If respondents are anonymous, then for each e-DP
data publication mechanism, there exists a permutation-invariant data publication mechanism that is also
€-DP and induces the same distribution of posterior beliefs about the population statistic.

Finally, we note that with binary data and anonymous respondents, Theorem 2 allows us to
reduce Corollary 1 to a set of statements about objects in the lower-dimensional space A(Q)) of
posteriors about the population statistic, and sharpen its characterization of the designer’s problem.
For any K C A(Q)), denote the restriction of 9 to K as 9 : K — R U {—o0}, and the concavification
of 0k as Vi : K — R. Then we have the following corollary to Theorem 2.

Corollary 4 (Characterization of Optimal Oblivious Mechanisms). Suppose that respondents are anony-
mous and data is binary.

i. The maximized value of the designer’s problem (2) is VKo(e,m) (mo)-

ii. There is an oblivious mechanism which solves the designer’s problem (2) and induces a distribution of
posteriors about the population statistic T € A(A(QY)) such that
(a) Each y € supp T* is an extreme point of Ko (€, po);
(b) Each p € supp T* achieves the privacy bound (7) at each value of the population statistic:
‘log (ﬂﬁ(fﬂ)l)) —log (,4;[(0“(]8)1)) ‘ =eforall y € supp v and w € O\ {0};

(c) The support of T* is a linearly independent set of vectors in RN*1; and thus®?

(d) T* is the unique Bayes-plausible distribution of posteriors with support supp T*.

22For concreteness, let each belief 1 € A(Q)) be represented by the (zero-indexed, i.e., with entries numbered from 0
rather than 1) vector in RNT+1 whose nth entry corresponds to the probability y(n) it places on w = .
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5 Monotone Problems and the Geometric Mechanism

In a large class of applications where data is binary and respondents are anonymous, we can
move beyond Corollary 4’s characterization. In particular, we focus on settings where the decision
maker’s set of actions is totally ordered — and hence can be represented as a subset A C R of the
real numbers — and he views higher actions and higher population statistics as complementary, in
that his payoffs form an interval dominance order (IDO) family in the sense of Quah and Strulovici
(2009): for all w’ < w” and a’ < a”,

u(d’,w") > u(a,) foreverya € AN[a,a"l = u(d", ") > u(d, "),

and this inequality is strict whenever u(a”,w’) > u(a’,w"). This condition is more general than
supermodularity or the single crossing property. When it is satisfied, we say that the decision
maker’s problem is monotone.’

In this section, we show that these features — binary data, anonymous respondents, ordered
actions, and a DM with a monotone problem — ensure that the well-known e-geometric mechanism
(Ghosh et al., 2012) always solves the designer’s problem (Theorem 3). As described in the in-
troduction, this mechanism adds two-sided geometrically distributed noise to the true population

statistic, and so can be formally represented as (Z, o8 ), where?*

R e

1+e¢

Because existing dominance results do not apply to the information structures induced by e-DP
mechanisms, we instead introduce a new order on information structures — Uniform-Peaked Relative
Risk (UPRR) dominance — and show that the e-geometric mechanism is UPRR-dominant within the
class of e-DP data publication mechanisms. We then complete the argument by showing that a
UPRR-dominant information structure is superior in any monotone decision problem with actions

on the real line (Theorem 4).

5.1 Optimality of the Geometric Mechanism

To explain why the geometric mechanism is optimal in these settings, we start by returning to

(11 1

the binary data setting of Figures 1-2, with N = 2, symmetric prior o = 38 %, g), and hence

23Recall that when A C R, u : A x Q — R is supermodular if for each a < a’ and each w < ', u(d’, ') — u(a, ')
u(a’,w) — u(a, w). More generally, u satisfies the single crossing property if for each a < a’ and each w < /', u(d’, w)
u(a,w) implies u(a’, w') > u(a, '), and strictly if the inequality is strict.

24While the e-geometric mechanism produces more outputs than there are states — which, by Corollary 4 (iic), is
unnecessary — it induces the same distribution of posterior beliefs about the population statistic as the truncated e-
geometric mechanism (Q), o8 ) (Ghosh et al., 2012) with signal distribution

1—e ) p—€ls—w| N
— )e , <s <N,
58 (s|w) = { éHf ;

TFe= e*6|5*w" s € {O,N}

IV IV

Hence, if a data provider wants to use as few outputs as possible, or just avoid publishing negative outputs, it can
truncate the geometrically-distributed noise it adds without changing the mechanism’s value to decision makers.
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o = PBo = (%, %, %) There, our results from Section 4 tell us that when designing a publication

mechanism,
* we need only consider oblivious mechanisms (Theorem 2);

¢ we can focus on the distribution of posteriors about the population statistic that the mechanism
induces (Corollary 3); and

¢ it is without loss to consider such distributions supported by a linearly independent set of ex-
treme points of Kq (€, o), and when we do, the support we choose pins down the distribution
(Corollary 4).

Consequently, the designer only ever needs to consider two mechanisms in this setting: one obliv-
ious mechanism that induces the set of posteriors in the left panel of Figure 3, and another that

induces the set of posteriors in the right panel.

Hy

Ho
Hw

w=20 w=2 w=20 w=2

Figure 3: Possible solutions to the designer’s problem (8) in Figures 1-2. In both panels, the shaded region is
Ka (€, po). Only the extreme points in the support under consideration are labeled. Left panel: One possible
solution is the unique Bayes-plausible distribution of posteriors about the population statistic with support
{mx, ty, pz}. Right panel: The alternative is the unique Bayes-plausible distribution with support {pw, pty }-

These mechanisms provide information about two different aspects of the population statistic
w: inducing the posteriors in the left panel provides information about whether w is high or low,
while inducing those in the right panel focuses on providing information about whether w is central
or extreme. Which one is better for the decision maker depends on which kind of information is
more relevant to his choice of action.

For the class of problems that we focus on in this section — those where actions are totally
ordered, and the DM’s problem is monotone — the answer is straightforward: rightward shifts
in the decision maker’s belief about the population statistic make higher actions more attractive
relative to lower ones. Consequently, it is more valuable for him to know whether the population
statistic is high or low than whether it is central or extreme — and so inducing the posteriors in the
left panel is optimal.

This intuition generalizes to binary data settings with more than two respondents. Observe

that the beliefs in the left panel of Figure 3 are precisely those that satisfy the upper privacy bound

log (y&“_})l» —log (y(’)‘ (‘Jj)“i)l)) = € for each value of w below some (posterior-specific) cutoff x, and

the lower privacy bound log (yé‘a(fi)l)) —log (%) = —e at each value of w above the cutoff.
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As we show in Lemma 1, this property characterizes the posterior beliefs about w that are induced
by the e-geometric mechanism.

Lemma 1 (Posteriors Produced by the Geometric Mechanism). With binary data, the e-geometric mech-
anism induces precisely those oblivious e-DP posteriors that satisfy the upper privacy bound for each w < x
and the lower privacy bound for each w > x for some x € Q. That is, letting ¢ denote the distribution of

posteriors about the population statistic that is induced by the e-geometric mechanism,

g _ pw/mw=1) ¢ € w<yx,
supp e = {y € ext(Ka(e, po)) ‘ 2o(@) /ol —=1) { - w>x forsomex € Q) 5.

To understand Lemma 1, observe that if a decision maker’s belief about the population statistic

after viewing the output s is y, then for any w > 0, we have

o () ~s () —1os (50 75) bt mi-p e

If w < s, then this simplifies to €, and the upper privacy bound is satisfied; if v > s, then it simplifies
to —e, and the lower privacy bound is satisfied.”> Hence, the posteriors induced by each output s
of the geometric mechanism are collapsed around population statistic s (or the population statistic
closest to s, if s ¢ [0, N]) as much as the differential privacy constraint will allow.

This is intuitively optimal when the decision maker wants to minimize a nondecreasing func-
tion of the distance between his action and the true population statistic, as in the “postprocessing”
exercise of Ghosh et al. (2012), since it allows him to be more certain that his chosen action is near
the true value of w. But equally intuitively, it is suboptimal when the decision maker is more in-
terested in whether the population statistic is central or extreme — in which case a mechanism that
induces the distribution in the right panel of Figure 3 (or an N > 2 analogue) is better.

Theorem 3 shows that the crucial feature that leads to the geometric mechanism’s optimality
is not that the decision maker wants to match the population statistic (as in Ghosh et al. (2012)),
but rather that he wants to take higher actions when his belief is more skewed toward higher population
statistics. In particular, whenever the decision maker’s actions can be ordered from lowest to highest
(e.g., in the introduction, from fewer to more buses), and his problem is monotone, the e-geometric

mechanism outperforms any other e-DP oblivious mechanism.

Theorem 3 (Optimality of the Geometric Mechanism for Monotone Decision Problems). Suppose
that respondents are anonymous and the data is binary. If the decision maker’s actions A are a compact
set of real numbers, and he faces a monotone decision problem, then the e-geometric mechanism solves the
designer’s problem (2).

ZNote that this means the posteriors induced by outputs s < 0 achieve all N lower privacy bounds, and so (since A(Q)
has dimension N) must be identical; likewise, each output s > N induces the same posterior, which achieves all N upper
privacy bounds.

18



5.2 UPRR-Dominant Information Structures

Theorem 3 does not follow from a direct application of existing results on comparing informa-
tion structures. Oblivious mechanisms which induce extreme points of Kq (€, o) are not compara-
ble in the Blackwell (1953) order: By definition, any extreme point of K (€, j9) cannot be expressed
as a convex combination of the others, and so no distribution supported by those points can be a
garbling of another. Moreover, while the posterior beliefs induced by the e-geometric mechanism
are ordered by the monotone likelihood ratio property, the posteriors induced by many other obliv-
ious mechanisms — such as one that induces the posteriors in the right panel of Figure 3 — need
not be ranked in any meaningful sense (e.g., first-order stochastic dominance).?° This means we
cannot directly appeal to results like those of Lehmann (1988), Quah and Strulovici (2009), Athey
and Levin (2018), or Kim (2023), since they do not rank the information structures induced by the
publication mechanisms we need to compare.

Instead, we introduce a new notion of dominance among information structures in which the
e-geometric data publication mechanism dominates all other e-DP oblivious data publication mech-
anisms. As we explain after Theorem 4, UPRR dominance allows us to construct a garbling of the
dominant information structure that is more accurate, in Lehmann’s (1988) sense, than a signal
equivalent to the dominated one. To emphasize the generality of this dominance criterion (and our

results about it), we will often refer to w as the state in this section.

Definition (Uniform-Peaked Relative Risk Dominance). For 7,7" € A(A(Q)) such that every pos-
terior in supp T U supp 7’ has full support, we say that T dominates 7’ in the sense of uniform-peaked
relative risk (UPRR) and write T =yprr T if each y € supp 7 has a peak w*(u) € Q such that for

each y’ € supp 7/, u(w)/p' (w) is nondecreasing on (—oo, w*(u)] and nonincreasing on [w* (u), ).

In words, one distribution of posteriors on () C IN UPRR-dominates another if each posterior
in the dominant distribution’s support concentrates relatively more probability around one state —
its peak — than any posterior in the dominated distribution’s support. Equivalently, the relative risk
#(w)/p' (w) of a state w under a posterior y in the dominant distribution’s support against some
posterior y’ in the latter distribution is always increasing in the state below the first posterior’s peak
w* (i) and decreasing above it.”” This dominance relation »=;pgr is not a partial order or a preorder,

but as Lemma 2 shows, it is transitive.?®

26Recall that a family of distributions {is }scs on a finite set QO C R is MLRP-ordered if py (w') / psr () > us(w') / ps(w)
for each w’ > w and s’ > s. If {ys}ses are the posterior beliefs induced by a signal (S,0 : Q — A(S)), they are MLRP-
ordered whenever ¢ has the MLRP, i.e., whenever o(s'|w’) /0(s'|w) > o(s|w’) /o (s|w) for each w’ > w and s’ > s (Quah
and Strulovici, 2009; Milgrom, 1981).

2’Note that for Bayes-plausible distributions whose posteriors have full support, the UPRR order can be equivalently
defined in terms of the signals that generate those distributions: If T and 7’ are induced by the data publication mech-
anisms (S,0) and (S',0"), then, after deleting outputs with zero ex ante probability, T =;prr 7’ (and so we can write
o =uprr ¢') if and only if each s € S has a peak @*(s) such that for each s’ € S', v(s|w)/¢’(s'|w) is nondecreasing on
(—o0,@*(s)] and nonincreasing on [©*(s), o).

28The UPRR relation fails to be either reflexive (consider a distribution that induces one posterior that is single-peaked
and another that is uniform) or irreflexive, as is necessary for a strict preorder (as Lemma 3 shows, the distribution of
posteriors 7§ UPRR-dominates itself).
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Lemma 2 (Transitivity of UPRR Dominance). Suppose that T, 7', 7" € A(A(Q)) are each Bayes-plausible
with respect to the same prior and every posterior in their supports has full support. If T =yprr T’ and
T =uprr T, then T =yprr 7"

Example 2. UPRR dominance allows us to compare the two distributions of posteriors described in
Figure 3. The distribution 1, from the right panel of Figure 3 is supported by ji,, and y,, which are
proportional to (e, 1,¢) and (1,e,1), respectively. The distribution 7§ from the left panel of Figure 3,
on the other hand, is supported by 1, py, and p., which are proportional to (e%,e,1), (1,¢,1), and
(1,e,¢%), respectively. For each posterior 1 € supp 7¢, the relative risk p(w)/u'(w) against either
posterior y’ € supp T, thus has a single peak as a function of w: at 0, if y = py; 1, if p = p,, or
2, if y = p,. For instance, if 4 = p, then (u(0)/p/(0), u(1)/ ' (1), u(2)/u'(2)) is proportional to
(1,1,€%) when p/ = py and (e7!,e,e) when p’ = . Since these peaks do not depend on ', we
conclude that T8 >;prr Tp-

Lemma 3 shows that the UPRR dominance of the e-geometric mechanism demonstrated in Ex-
ample 2 extends to all e-DP data publication mechanisms with any number of respondents.

Lemma 3 (Geometric Mechanisms are UPRR-Dominant). If T € A(A(Q)) is induced by an e-DP
oblivious mechanism, then ¢ =yprr T, where for each u € supp t¢, w*(u) is given by the largest w €

O\ {0} for which % = ¢¢, or 0 if no such w exists.

For intuition, recall that each posterior u € A(Q) induced by the geometric mechanism satisfies
the upper privacy bound at every value of w at or below some x and the lower privacy bound
at each higher value of w. Hence, these posteriors each concentrate probability around their peak
w*(u) = x as much as the differential privacy constraint (7) will allow. This is precisely what is
necessary for the distribution they support to UPRR-dominate the distributions of posteriors about
the population statistic induced by every other differentially private oblivious mechanism.

We conclude with our general comparative statics result on UPRR dominance. Theorem 4 shows
that among information structures which induce finitely many posteriors, those that are UPRR-
dominant are more useful in monotone decision problems with actions on the real line. Since
the distribution of posterior beliefs about the state induced by the geometric mechanism UPRR-
dominates every other distribution of oblivious e-DP posteriors (Lemma 3), and the designer’s
problem can be solved by inducing a distribution of posteriors with finite support (Corollary 4

(iic)), Theorem 3 follows.

Theorem 4 (UPRR Dominance Implies Dominance in Monotone Decision Problems). Suppose that
7,7 € A(A(Q)) are Bayes-plausible and have finite support,”® every posterior in supp T U supp T’ has full
support, and T =yprr T'. If A C R is compact, u : A x Q — R is continuous in its first argument, and
{u(-, w)}wea is an IDO family, then E<[maX,ca Eu[u(a, w)]] > Ev[max,ea Ey[u(a, w)]).

Observe that when a decision maker’s problem is monotone, the actions that are optimal at

higher states are higher, so a belief serves him well when it correctly locates the state in its order.

2 The finite-support assumption is not necessary for the result, but allows us to avoid measurability issues in the proof.
It is without loss for our application, since Corollary 4 (iic) provides an optimal information structure with finite support.
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Intuitively, then, if two beliefs i and p’ induce the same action, but u places relatively more mass
than p’ on states closer to the state w* () where that action is optimal, the states where that action
performs poorly — those whose optimal actions lie far above or far below it — should arise less
often under y than under y’. If this were true for every pair of beliefs y and p’ induced, respectively,
by the Bayes-plausible distributions T and 7" — as is the case when 7 UPRR-dominates 7/ — it
would suggest that any decision maker with a monotone problem would be better off under the
information structure 7 than under 7’.

Theorem 4 confirms this conjecture. Its proof works by connecting UPRR dominance to Lehmann’s
(1988) accuracy order. From the dominant distribution 7, we construct a garbling: an experiment
that reports only the rank of the induced posterior’s peak w*(y). From the dominated distribution
7/, we construct a signal that is equivalent to 7’ for the decision maker: an experiment that reports
the rank of the optimal action under the induced posterior. The key step of the proof shows that
UPRR dominance makes the peak-rank experiment more accurate than the action-rank experiment
in the sense of Lehmann (1988): as the state rises, high peak ranks become likely more quickly than
high action ranks do. Because the decision maker’s payoffs form an IDO family, Proposition 9 of
Quah and Strulovici (2009) then provides a decision rule based on the peak rank that performs at
least as well, state by state, as taking the optimal action at each action rank. Since the decision
maker can construct the peak rank from his posterior under T and follow that policy, T is at least
as valuable to him as 7’. Unlike existing results, this argument does not require either information
structure to induce MLRP-ordered posteriors, and the posteriors induced by 7/ need not be ordered

in any sense.

6 Conclusion

Our analysis introduces the tools of information design to the problem of differentially private
data publication. First, Corollaries 1 and 4 show how to select an optimal publication mechanism
using concavification results from the information design literature. Even if a data provider does
not wish to derive an optimal mechanism explicitly, these results establish criteria for checking
whether any given mechanism is potentially optimal by counting the privacy bounds that it attains.

Second, most differentially private data publication mechanisms used in practice are oblivious:
they add conditionally independent noise to the true population statistic, rather than publishing
output in a way that depends more generally on the database. As we show, using such mechanisms
is without loss when the data is binary and the designer and data users view respondents as inter-
changeable (e.g., if they are i.i.d.), but can be suboptimal otherwise. With binary data, if the identity
of a respondent carries information about his or her type, the designer may be able to exploit that
information to design a mechanism that produces more useful output while maintaining differen-
tial privacy. And with magnitude data, the designer can exploit the fact that (unlike with binary
data) differential privacy restricts beliefs differently at different databases with the same population
statistic.

Finally, we show that among oblivious mechanisms, the commonly used geometric mechanism is
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optimal whenever data users view their actions and the population statistic of interest as comple-
mentary, in the sense that their decision problems are monotone. We do so by using a novel result
that compares the value of information structures in monotone decision problems.

Outside of the binary, monotone case considered by Theorem 3, the mechanisms that solve the
designer’s problem are not necessarily easy for humans to interpret. For instance, the optimal
mechanism in the magnitude data case from Example 1 is a vector with over one hundred thou-
sand parameters. We thus have very little to say qualitatively about what they might look like. But
the practical message of our paper for settings with magnitude data, or where data users face non-
monotone problems, is not a set of intuitions about when one mechanism is better than another.
Rather, it is that data users can benefit significantly when data publishers replace off-the-shelf pub-
lication mechanisms with those constructed by computing the solution to an optimization problem
— one that, like other information design problems, can be formulated as a linear program. With
binary data and anonymous respondents, we can greatly reduce the dimensionality of that prob-
lem by restricting to oblivious mechanisms (Theorem 2), allowing its solution to be computed more
quickly; with magnitude data, on the other hand, we cannot (Theorem 1; Example 1).

While we focus on the standard differential privacy criterion, other variants exist. Two popular
ones are approximate or (€, 6)-differential privacy, which adds a tolerance J to the bound on the prob-
ability of any set of outputs conditional on databases that differ in one entry;*’ and zero-concentrated
differential privacy (zCDP), which instead bounds the Rényi divergences between the distributions of
a mechanism’s output at such databases, and which the Census Bureau adopted for the 2020 Decen-
nial Census (Bun and Steinke, 2016). Our conclusions about oblivious mechanisms hold for both:
in subsequent work, Pan et al. (2025) show that Theorem 2 extends to (¢, §)-differential privacy, and
in Section S.5 of the Online Appendix, we show that Theorems 1 and 2 both extend to zCDP. Nei-
ther criterion, however, amounts to a constraint on the set of posterior beliefs that the designer can
induce: they also show this for approximate differential privacy, while zCDP instead constrains the
entire distribution of posteriors that the mechanism induces. In each case, the designer thus faces a
constrained information design problem more complex than (5).!

Several applications suggest generalizations of our model. First, in many settings, data users in-
teract with one another, instead of making independent decisions. For instance, when considering
whether to attend a gathering during a pandemic, individuals may not only consider the informa-
tion published about disease prevalence in their community, but also the attendance decisions of
others. It may thus be worthwhile to identify the circumstances in which the geometric mechanism
remains optimal when data users have monotone decision problems that are also affected by the
actions taken by others.

Second, many data providers wish to publish information about multiple characteristics, each of
which might affect the data user’s decision problem through the number of respondents that have

it. Such multidimensional data publication problems have been considered by Brenner and Nissim

30Formally, (S, ) is (e, §)-differentially private if Yscp 77(s|8) < €€ s 7(5]|0") + 6 for every E C S and any databases
0,0’ € ® with6_; = 0’ ; for some i.

31Pan et al. (2025) also generalize our results by considering misalignment between the preferences of the data users
and those of the designer.
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(2014), whose counterexample shows that in contrast to the one-dimensional setting of Ghosh et al.
(2012), the geometric mechanism is not universally optimal for all data users who minimize sym-
metric loss functions. To our knowledge, no characterization of optimal publication mechanisms
in multidimensional settings has appeared in the privacy literature. While it is straightforward to
show that a characterization result analogous to Corollary 1 can be given in such settings, the cir-
cumstances under which oblivious mechanisms are without loss of generality are less clear. We

leave this question to future work.
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Appendix

A Proofs

Notation. For a set S, denote its relative interior by ri(S) and its relative boundary by rbd(S). For vectors in
RNT+1, we adopt the convention of zero-indexing: we number the entries of vectors from 0 to NT rather than
from 1 to NT + 1. We write 1 to denote a (conformable) vector of ones. For S C Z ., we write 15 to denote
the indicator vector for S, i.e., the vector (of conformable dimension) with 1 in its ith entry if i € S and 0 in
its ith entry otherwise. Likewise, we write 1, =1 (n}- Forf € ©, wewritely =1, € ]R(TH)N, where m is the

representation of 0 in base (T + 1).
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Characterization of the Designer’s Problem and (Obliviously) Differentially Private Posteriors
Lemma 4. The distribution v € A(A(®)) of posterior beliefs can be induced with an e-DP mechanism (S, 7t) if and
only if v is Bayes-plausible, has countable support, and supp v C K(e, Bo).

Proof. By Kamenica and Gentzkow (2011), v can be induced with some mechanism (S, 7) if and only if it is
Bayes-plausible; this is only possible with countable S (as we require) if supp v is countable. From Bayes’ rule
(3) and the definition of differential privacy (1), (S, 7r) is e-DP if and only if supp v C K(€, Bo) as well. O
Lemma 5 (Characterization of Differentially Private Posteriors). For each € > 0,
i. K(e, Bo) lies in the relative interior of A(®).

ii. Bo lies in the relative interior of K(€, Bo).

iii. K(e, Bo) is a closed convex polyhedron in R(T+DY,

iv. K(e, Bo) has finitely many extreme points and K(e, Bo) = conv(ext(K (e, Bo)))-

0forall 8 € O, so it

Proof. (i): If B € rbd(A(®)), then B(6) = 0 for some 6 € ©. We cannot have B(0) =
=0and B(8"”) > 0. Then

follows that there must exist 6',6” € ®, with §”; = 6’ ; for some i, such that (')
log(B(0")/B(8'))] = o0, 50 B & K(e, o).

(ii): Since log(x) is a continuous function on (0, o), for each 6,6’ € ©, log(B(#)/p(6)) is continuous in B
onri(A(®)). Then for each 6,6’ € © with 6_; = 6’ , for some i, the set

(P <@ s () < (08 (5507) ~8 (5507) +<);

is open in ri(A(®)) and hence aff(A(®)). Then so is their intersection,

R= {/3 eri(A(®)) | —e < log (5&) —log (5;&) <eVo,0 st 3i,0_; = 9’,} .

Then since K is open and By € K C K(e, Bg), we have By € ri(K(e, Bo)), as desired.
(iii): We have

K(e, Bo) = {5 e A@)|e ¢ < [m < e€V0,6 st 30,0, — 9’_1.}
_ —€ / ‘80(9) _ € / 180(9) _ /g : .
_ {5 € A(©) |e*B(0') g gy — B(6) < 0 < B(8)) g2 — B(6) V0, st 30, 9_1}

Thus, K(€, Bo) is the intersection of finitely many half-spaces described by the inequalities

_ 0 0 .
B- (19 — e pll) 19,> >0, B- (ee Lol — 19> >0, V6,0 st. 3i,0_; = 0;

B-1>1; B-1<1. 9)

(From (i), B(8) >> 0 for each B € K(e, o), and so the nonnegativity constraints in the character-
ization of A(®) can be omitted from the description of K(¢, Bg).) Then by definition, K(e, Bo) is a
closed convex polyhedron.

(iv): By Lemma 5 (iii), K(€, Bo) is a convex closed polyhedron; since it is a subset of the simplex
A(©), itis bounded and thus compact. The claim then follows by the Minkowski-Weyl theorem. [

Corollary 5 (Characterization of Oblivious Differentially Private Posteriors). For each € > 0,

i. Kq(e€, po) lies in the relative interior of A(Q)).
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ii. g lies in the relative interior of Kq (€, po).
iii. Ko (€, no) is a closed convex polyhedron in RNT+1,

iv. Ka(e, o) has finitely many extreme points and Kq (€, prg) = conv(ext(Kq (€, pop)))-
Proof. Follows identically to Lemma 5. O

Proof of Proposition 2 (Differential Privacy for Oblivious Mechanisms) ((i)=-(ii)) Fix w € {1,...,NT}
and 1 < t < min{T,w}. Choosei € {1,...,N} and 0_; = 6’ , € {0,...,T}N~! such that Yisit = w—
min{T,w}. Such a choice is possible because 0 < w — mm{T w} < (N —1)T. Set 6; = min{T,w} and
0! = min{T,w} —t. Then wy = w, wy = w —t,and 0_; = 0’ ;. Since (S, ) is e-DP, for each s € S,

o(slw) \|_ o (s|wp)
e ()| = os (i )| <
Thus, (ii) follows.

((i)=(1)) If 6,0’ € {0,...,T}N are such that 6_; = ¢’ . for some i, then either § = ¢, in which case (1)
holds trivially, or |wg — wy| = t for some 1 < t < min{T, max{wy, wy }}, in which case (ii) implies that for
eachs € S, |log (0 (s|wg) /o (s|wg))| = |log (0(s|wg)/o(s|wg))| < €, and hence, since (S, 0) is oblivious, (1).

((ii)«(iii)) Follows from Bayes’ rule, since

p) _ olslw)po(w’) o(s|w)po(w) o(s|w') po(w')
w)  Lieao(sl)uo(x)/ Lieqo(slx)uo(x)  ols|lw) po(w)

Lemma 6 (Characterization of Extreme Points of K(¢, Bo)).

i. If the support of a distribution v of e-DP posteriors contains a belief that is not an extreme point of K(e, Bo), then
there is some distribution of posterior beliefs U with supp U C ext(K(e, Bo)) that is more informative than v (in
the Blackwell sense).

ii. Each extreme point of K(e, Bo) attains at least (T + 1)N — 1 privacy bounds: For each B € ext(K(e, o)),
‘log (ng))) —log (,30 7 ) ) = € for at least (T + 1)N — 1 distinct combinations {6,0'} that have 0_; = 6’ , for
some 1.

Proof. (i): By Lemma 5 (iv), K(€, Bo) has finitely many extreme points and K(e, Bg) = conv(ext(K(e, Bo)))-
Fix a triangulation of K(e€, ) using only its extreme points as vertices. For each p’ € ext(K(e, Bo)), let
A(-,B') € [0,1] be its piecewise barycentric coordinate, set equal to zero on simplices that do not contain .
These coordinates agree on common faces and hence are continuous and Borel measurable on K (¢, ). Then
for each B € suppv, we can write B = Lgrcex(K(c,8y)) MB, BB With Lgrcex(k(e,py)) MB, B') = 1. Then A is
a mean-preserving stochastic transformation on K(e, o) (1n the sense of Blackwell (1953)); consequently, by
Blackwell (1953) Theorem 2, ¢ defined by 7(f') = |, K(e,Bo) A(B, B')dv(B) is more informative than v.

(ii): By Lemma 5 (iii), K(e, Bg) C ]R(T“) is the polyhedron described by (9). At any B € ext(K(e, o)),
the set of normal vectors Zz of the inequalities in (9) that bind spans R(T+DY, Suppose not. Then there exists
0#z¢€ (spanZ 5)L. Since there are finitely many nonbinding inequalities in (9), there exists § > 0 such that
{B+0z,B— 6z} C K(e, Po), a contradiction since B € ext(K(e, Bo)). Then Zg C R(T+DY contains (T+1)N
linearly independent vectors.

Forany 6 € ® and B € K(¢, By), B(6) # 0 by Lemma 5 (i), and so for any 6,6’ € ©, we cannot have both

_e Bo(0) o Bo(0)
Bo(0") Bo(0')

p(0) =e p(6") and B(0) =

(o), (10)
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And since both -1 > 1and B - (—1) > —1 must bind, and 1 and —1 are linearly dependent, it follows that

we must have ‘log ( 5 Gl ) log ( 5(? ) ‘ = e for atleast (T + 1)N — 1 distinct combinations {6,0’} that have

0_; =6 for some i. O

Corollary 6 (Characterization of Extreme Points of K (€, po)). Suppose that data is binary.

i. If the support of a distribution T of oblivious e-DP posteriors contains a belief that is not an extreme point of
Kq (€, po), then there is some distribution of posterior beliefs about the population statistic t© € A(A(QY)) with
supp T C ext(Kq (€, po)) that is more informative than T (in the Blackwell sense).

ii. The extreme points of K (€, po) are precisely those for which the privacy bound is attained at all w: ext(Kq (€, uo)) =
ACI polw) \| —
{1e 8(0) | fiog (52 ) ~1og (3t )| =€ v € 0\ {0} ).
Proof. (i): Follows identically to Lemma 6 (i).

(ii): By Corollary 5 (iii), Kq (€, po) is a closed convex polyhedron described by the inequalities

—e_po(w) € ) .
y.@w_e J@Qﬂwq)zo, y.@yﬁfnhhrau>za w e Q\ {0}

p-1>1; p-1<1 (11)

Atany u € ext(Kn(e, o)), the set of normal vectors Z, of the inequalities in (11) that bind spans RN
Suppose not. Then there exists 0 # z € (span ZV)J-. Since there are finitely many nonbinding inequalities in
(11), there exists 6 > 0 such that {y + z, u — 6z} C K (€, 1), a contradiction since i € ext(Kq (€, o). Then
Z, € RN*! contains N + 1 linearly independent vectors.

Now by definition, -1 = 1 for each u € Kq(€, pp). For any w € Q and p € Kq(e, po), p(w) # 0 by
Corollary 5 (i), and so for any w € Q \ {0}, we cannot have both

. _ —€ VO(W) _ . € ;MO(W) _ _
U (lw e }lo(W1)1w1> 0 and U <e 7}{0(6071)1(0,1 1w> 0. (12)

Hence, if 4 € ext(Kq(€, mo)), then for each w € Q \ {0}, exactly one equation in (12) must hold to reach a
total of N + 1 linearly independent binding inequalities from (11); it follows that |log (y(w)/p(w —1)) —
log (po(w)/po(w — 1)) | = € foreach w € O\ {0}.

Conversely, suppose that 1 € A(Q) has |log (u(w)/pu(w —1)) —log (uo(w)/po(w — 1)) | = € for each
w € O\ {0}. Then for each w € Q\ {0}, one of the equations in (12) must hold; then the set of normal

vectors Z,, of the inequalities in (11) that bind contains, up to sign, {1} U {ee £ Oa(} )1) —1y|lw € S} U

{e*%lw, —1yjw € (\ {0})\ S} for some S C O\ {0}. For any S Q a\ {0}, this set of N + 1
vectors is linearly independent; it follows that span Z,, = RN 1.

Now suppose that 4 = ax + (1 — a)y for some « € (0,1) and x,y € Kq(e, pp) with x # y. For each
z€ Z,\{1},wehavez -y =0,z-y > 0,and z- x > 0; it follows that z- x = z-y = 0. And for z = 1, we have
z-x=2z-y=2z -y =1sincex,y,u € Kq(e po). Since span Z;, = RN*1, we have x = y = y, a contradiction.
It follows that u € ext(Kq (e, o))- O

Proof of Proposition 1 (Differentially Private Data Publication as Information Design) The “if” part fol-
lows immediately from Lemma 4. For the “only if” part, observe that since v is convex, it follows from
Lemma 6(i) and Lemma 5(iv) that it suffices to consider finitely supported v in (5); the claim then follows
from Lemma 4. O

Lemma 7 (Distributions of Posteriors with Affine and Linear Independent Supports).

i. Ifv e A(A(®)) is Bayes-plausible and supp v is finite, > there is a Bayes-plausible v' € A(A(®)) such that the
posteriors in supp v’ are affinely independent and supp v’ C supp v.

32The finiteness assumption is unnecessary here, but is adopted for simplicity.

28



i. If{ﬁj}]].:l C A(O) is affinely independent, it is linearly independent.

iii. Ifv € A(A(®)) is Bayes-plausible and supp v is linearly independent, then suppv’ # supp v for any Bayes-
plausible v € A(A(®)),V # v.

Proof. (i): Since supp v is finite and v is Bayes-plausible, we have ¥_scqupp o V(B)B = Bo, and so By € conv(suppv).
Then by Carathéodory’s theorem (e.g., Rockafellar (1997) Theorem 17.1) there is some affinely independent
{‘8]-}][:1 C supp v such that By € conv({ﬁj}]]-zl). Then there exist {A]-}]Ll C [0,1] such that 2]]':1 Aj = 1land
ij':l A;B;j = Bo- The claim follows by letting v/(B;) = A; foreach j € {1,...,]}.

J
j=1

R such that Y)_; Aj8; = 0.and A; # 0 for some j. Then 0 = Lpeo L)y AiBj(0) = L)_; Aj Loco B;(6)- Since
{‘B]'}]I:l C A(O®), YpcoBj(0) = 1foreach j € {1,...,]}. It follows that 0 = Z][:1 Aj and thus {:3]’}]]‘:1 is
affinely dependent.

(ii): We prove the contrapositive. Suppose that {8;};_; is linearly dependent. Then there exist {4, } ][:1 C

(iii): We proceed by contradiction: Suppose that supp1’ = suppv for some Bayes-plausible v/ # v.
Since supp v is linearly independent, it must be finite. Since v and v’ are both Bayes-plausible, we must have

Zﬁesuppvv(ﬁ)ﬁ = Eﬁewppvvl(lg)ﬁ = Po. Then we have ZﬁESuppv(V(ﬁ) - V/(:B)):B = 0, with V(:B) - Vl(ﬁ) #0

for some B € supp v, since v # v'. Then supp v is linearly dependent, a contradiction. O

Corollary 7 (Distributions of Posteriors About w with Affine and Linear Independent Supports).

i. If T € A(A(Q)) is Bayes-plausible and supp T is finite, there is a Bayes-plausible T € A(A(Q)) such that the
posteriors in supp T’ are affinely independent and supp T/ C supp 7.

ii. If {Vj}]]'zl C A(Q) is affinely independent, it is linearly independent.

ii. If T € A(A(Q)) is Bayes-plausible and supp T is linearly independent, then supp T # supp T for any Bayes-
plausible T € A(A(Q)), T # 7.

Proof. Follows identically to Lemma 7. O

Proof of Corollary 1 (Characterization of Optimal Data Publication Mechanisms) From Proposition 1,
the maximized value of the designer’s problem (2) is max, e (k(e,g,)){Ev0(B) st Esp = Bo}. Since v(B) =
UK(e,/so)(,B) on K(e, Bp), this is equal to maxveA(K(e,ﬁO)){EVUK(e,/sO)(,B) s.t. EyB = Bo}. By Lemma 5 (ii), Bo €
ri(K(e, Bo))- Since K(€, Bo) € A(®), K(e, Bo) is bounded in R(T+DY; then by Lemma 5 (iii), it is compact and
convex. (i) then follows from Proposition 3 in the Online Appendix to Kamenica and Gentzkow (2011).

For (ii), first choose v € argmax,ea(k(e,p,)) 1 Ev0(B) st Evp = Bo} =
arg max, ca (k(e,By)) LEvUk(e,py) (B) -t EvB = Po}; such a v exists by (i). If suppv ¢ ext(K(e, Bo)), then by
Lemma 6 (i) we can choose a ? with supp? C ext(K(e, Bp)) which is Blackwell-more informative than
v. If suppv C ext(K(e, Bg)), choose ¥ = v. Then by Lemma 5(iv), supp ¥ is finite. Since v is convex,
Evok(e,py) (B) = Evo(B) < Egv(B) = EgUk(c ) (B), and ¥ € argmaxyca k(e o)) { Evk e py) (B) 8-t Evp = Po}-

Now by Lemma 7 (i), there is a Bayes-plausible v* such that supp v* is an affinely independent set and
suppv* C supp? C ext(K(e, Bo)). Moreover, by Lemma 3 in Yoder (2022), VK(e,ﬁo)(ﬁ) = UK(e,ﬁO)(ﬁ) = v(B)
for each B € supp?, and in addition, Vi(. g, is affine on conv(supp 7): there exists x € R(T+D" such that
for each B € conv(supp ), Vi(ep,)(B) = Vi(e,py) (Bo) + x - (B — Po)- Then since suppv* C supp #, we have
Ev0(B) = EveVi(e,py) (B) = Vi(e,py) (Bo) + Eve[x - (B — Po)] = Vi(e,p5)(Po), and so
V' € argmax,ea(k(e,8y)) LEv0(B) st EvB = Bo}-

Since v* is Bayes-plausible, has finite support, and satisfies supp v* C K(e, o), Lemma 4 implies that it is
induced by an e-DP mechanism. By Proposition 1, this mechanism solves the designer’s problem (2). Since
it induces v*, (iic) follows from affine independence of supp v* and Lemma 7 (ii); (iid) then follows from
Lemma 7 (iii). And since supp v* C ext(K(e, o)), (iib) follows from Lemma 6 (ii). O
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Oblivious vs. General Publication Mechanisms
Lemma 8. The following are equivalent:

i. If the distribution T € A(A(Q))) of posterior beliefs about the population statistic can be induced by an e-DP
mechanism, it can be induced by an e-DP oblivious mechanism.

ii. Ka(e, po) = PK(e, o).

Proof. ((i)=-(ii)) We prove the contrapositive. Suppose that Kn (€, o) # PK(e, Bp). Since oblivious e-DP
mechanisms are a subset of all e-DP mechanisms, and each belief B € A(®) induces the belief about the
database PB € A(Q)), it follows from Proposition 2 and Lemma 4 that Kq (€, o) € PK(e, Bp). So there must
exist u € PK(e, Bo) with u ¢ Kq (€, pp); hence, there must exist p € K(e, Bo) with PB ¢ Kq (€, pp). By Lemma
5 (ii), there exists 6 > 0 such that B’ = Bp — (B — Bo) € K(€, Bo). Then the distribution v with

v(p) = 15 V) = 1

is Bayes-plausible with supp v C K(€, Bo), and so by Lemma 4 can be induced by an e-DP mechanism, which
thus induces the distribution of posteriors about the population statistic T = vo P~! € A(A(Q)). Then
PB € supp T, but PB ¢ Kq (€, 1p); it follows from Proposition 2 that T cannot be induced with an oblivious
€-DP mechanism.

((ii)=(i)) Suppose that Kn (€, o) = PK(e, Bp), and that T € A(A(Q)) is the distribution of posterior
beliefs about the population statistic induced by the e-DP mechanism (S, 7). Then 7 is Bayes-plausible. Then
supp T = Psuppv, where v is the distribution of posterior beliefs about 6 induced by (S, 7r). Since (S, )
is e-DP, by Lemma 4, suppv C K(e,Bo). Then suppt = Psuppv C PK(e, o) = Kal(e, po); since T is
Bayes-plausible, it follows from Proposition 2 that T can be induced by an oblivious e-DP mechanism. O

Proof of Theorem 1 (Oblivious Mechanisms and Magnitude Data) Let d(0,0") = [{i|0; # 0/}| be the
Hamming distance on @. For each 8 € ®, let

_ Bo(B)e O B min{min{N, T},d(6,0)}, wy # wy;
o Yico ﬁo(t)e—llﬂ(t)e’ where () = min{min{N, T} — 1,d(9,@)}, wp = wg.

Ba(0)

For any distinct 6, 0’ with §_; = 0 , for some i, we have |d(6,0) —d(¢,8)| < 1: changing a single entry of 6 can
change the Hamming distance between it and § by at most 1. Consequently, since | min{a, b} — min{x,y}| <
max{|a — x|, |b — y|} for each a,b, x,y € R, it follows that |¢(8) — ¥(6")| < max{|d(6,8) —d(¢’,8)],1} < 1.

Hence,
o () s ) - o (55 |- 1=

and so B, € K(e, Bo).
Now let § be a database with §; = 1 for i < min{T,N} and §; = 0 for i > min{T,N}. Then wy =
min{T, N}. Then (since yo(0) = Bo(0)) we have

PBy(wy) ) o Ho(wy)\| 00—y 'BO(Q)e—t/J(Q)e> ) o(e;)

108( PB4(0) ) 1 8( #0(0) )‘ = 'log< 0 (0)e—mn(T VT log< )
Y9:wp=w; ,50(9)674’(9)5

(G

}io(w(;)e_ min{T,N}e

Now note that for any 6 with wp = wy = min{T,N}, () < min{T,N} — 1, and since T > 1, $(9) = 0 <
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min{T, N} — 1. Then

Lowg—ay Po(O)e V10 ¢ Lg.cop—min{1,n} Po(0)e ™I NI
log 0 lo 0 ' e
,7/[0( )6 min{T,N}e yo(min{T, N})efmm{T,N}e

Then PB; does not satisfy (7) for w = t = min{N, T} < T, and so by definition, PB; & Kq(€, pio). Then
K (e, mo) # PK(e, Bo); the rest of the claim follows from Lemma 8. O

Proof of Corollary 2 (Suboptimality of Oblivious Mechanisms) By Theorem 1, choose /i € PK(e, fo) \
Kq (€, po), and choose B € K(e, Bo) such that PB = fi. By Corollary 5, Kq (€, o) is closed and convex. Then by
the separating hyperplane theorem, there exists z € RNT*1 such thatz- i > 0 > z - u for each u € Kq (€, o).
Define u : {0,1} x O — Rby u(l,w) = z, and u(0,w) = 0. Then 9(p) = 0 for every u € Kq(€, po), while
v(B) = 9(f1) > 0 by (6). Moreover, v(8) > 0 for all B € A(®).

By Lemma 5 (ii), there exists & > 0 such that g’ = By — 6(B — Bo) € K(e,Bo). Let v place probability
5/(1+5) on B and probability 1/(1 + &) on p’. Then E,f = Bo and suppv C K(e, Bo), so Lemma 4 implies
that v can be induced by an e-DP mechanism. Moreover,

) 1

amax {Eo(B) st B = fo} > Eo(B) = 150() + 759(B) >0

Suppose that (S, 77) is an e-DP oblivious mechanism; let v/ € A(K(e, Bp)) be the distribution of posteriors
about the database that it induces. By Proposition 2, PB € Kq (€, po) for each § € suppv’. Then E,v(B) =0,
and so v’ does not solve (5). Then by Proposition 1, (S, 7r) does not solve the designer’s problem (2). O

Proof of Theorem 2 (Oblivious Mechanisms and Binary Data) Fix 8 € K(e, Bo), let G be the set of permuta-
tions of {1,..., N}, and for each g € G, let g0 = (0,(1), ..., 0,(n)) and Bg(0) = B(gh). Since respondents are
anonymous, Bo(g0) = Bo(#). Moreover, g6 and ¢’ differ in one entry whenever 6 and 6’ do. Hence,

Bs(0) Bo(0) \| _ B(gh) \ _ Bo(gh)
s (g7 ) 108 (o) | = o (o) s (e )| <
for every adjacent 6,6', and so B, € K(e, By). By Lemma 5 (iii), we have g = |G| Yeec Bs € K(e, Bo) as
well.

Observe that wgg = wy for each ¢ € G. Since each ¢ € G is bijective, it follows that

PRl = ¥ s DA =g L L B -5 L L A6 = Ppw),

f:wyp=w qeG 8€G b:wy=w 8€G :wp=w

foreach w € O, ¢ € G, and 0 € ©. With binary data, wy = wy if and only if § = gt for some g € G.
Thus B (by construction) and By (by hypothesis) are constant on each set {6 : wyg = w}, so B(6)/Bo(0) =
PB(wg)/po(wy) for every 0 € ©. For each w € O\ {0}, choose adjacent 6,6’ with wy = w and wy = w — 1.
Since B € K(e, Bo),

(1) =8 ()| =2 (w3) 8 (i) =<

Hence, PB € K (€, o), and so PK(e, Bo) C Kn(€, pp). Since oblivious e-DP mechanisms are a subset of all
€-DP mechanisms, we also have Kq (€, 119) € PK(e, Bo) by Proposition 2 and Lemma 4. Thus, PK(e, o) =

Ka (€, po); the statement follows by Lemma 8.

Proof of Corollary 3 (Differentially Private Data Publication as Information Design) Follows immediately
from (6), Proposition 2, and Theorem 2. O
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Proof of Proposition 3 (Oblivious Mechanisms with Two Respondents) Suppose p € K(e, Bp). Then we
have PB(2)/uo(2) = B((1,1))/Bo((1,1)), and hence

e8((0,1)) < p((L, 1) PUOD) — ep0,1)),  eep((1,0)) < B((1, 1) PO — pep(q,0);

Aol(L,1) Fo((L1)
= e (Bl(1,0) +p((0,1)) < p((1,1) D EROD) < (51,0 + pi0,1))

< e°PB(1).

e po(1)
= ePB(1) < PR2) 5

Symmetrically, % € [e7¢,¢f]. It follows that PB € Kq(e, mo). Then PK(e, Bo) C Kal(e, po). Since

oblivious e-DP mechanisms are a subset of all e-DP mechanisms, we also have K (e, ug) € PK(e, Bo) by

~—

Proposition 2 and Lemma 4. Thus, PK(e, Bo) = Kq (€, po); the statement follows by Lemma 8. O

Proof of Corollary 4 (Characterization of Optimal Oblivious Mechanisms) Follows identically to Corollary
1, relying on Corollary 3, Proposition 2, and Corollaries 5, 6, and 7 instead of Proposition 1, Lemma 4, and
Lemmas 5, 6, and 7, respectively.

Geometric Mechanisms and UPRR Dominance

Proof of Lemma 1 (Posteriors Produced by the Geometric Mechanism) Suppose that y is the decision
maker’s posterior belief after observing the realization s of the e-geometric data publication mechanism. By
Bayes’ rule, for each w € (),
B slw)o(w)

Ywrea 0& (sl po(w')’

n(w)

Then for each w € O\ {0}, we have

pw)/plw=1) \ _ GElw) \_ L) e szw
log(VO(W)/}io(W—l)>10g<0§(s|w—1)) els -l +els = (w 1>{—€, s < w.

The claim follows by letting x = min{max{0,s}, N'}. O

Proof of Lemma 2 (Transitivity of UPRR Dominance) Fix y € supp 7, and let w*(p) be its peak used to
show T =y prr T'. We first show that there exist y’ € supp v’ and w’ < w*(p) such that p'(w)/p" (w) is
nonincreasing on [w’, o) for every u’ € supp v’

For each y/ € supp 7/, let w(y') be a peak used to show v =yprr T”. Then for each y” € suppt”,
# (w) /" (w) is nondecreasing on (—oo, w(u')] and nonincreasing on [w(u’), o). If w(y') < w*(u) for any
1’ € supp T/, then the claim follows by taking w’ = w(y’).

Suppose instead that w(u') > w*(u) for each y’ € supp v’. Then for each ' € supp 7/, % >

5 ,/,((‘:;((Z )))) for every " € suppt”. If there is some p’ € supp 7’ for which this inequality binds at every

1" € supp t”, then the claim follows for y’ by taking w’' = w*(u).
Suppose toward a contradiction that there is not. Then since Q) is finite, choose fi' € arg min, e gupp  W(1').
Then, for every y’ € supp v’ and i’ € supp v”,

w (@) o w(w (w)
w'(w(')) = w(w*(p)’

and the inequality is strict at 4’ = i’ for some i’ € supp 7”. Bayes plausibility therefore gives, for every
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" € supp
“I/IO(ZU(]:Z/)> fsupp T/ ]fl/(W(ﬁ/)) dT/(V/) > fsupp'r’ :u/(w*(l’t)) dT/(‘I«l/) _ ]/lo(w* (]/l))
w'(w(p')) W' (w(p')) - w'(w* (p)) W (w*(u)

For u” = j1”, the inequality is strict: the difference between the integrands is continuous in 3’ and positive at
f', so it is positive on a neighborhood that has positive 7/-measure because I’ € supp 7’. Taking reciprocals

and applying the same continuity-and-support argument under 7" yields

R L R ey ol L VO N
- po(w (7)) oo (1)) -

a contradiction.
So there exists y’ € supp T’ and w’ < w*(p) such that p/(w) /p” (w) is nonincreasing on [w’, o) for every
#" € supp v”. Then for every & > w > w*(u) and " € supp 1,

A,

p@) _ p(@) §(@) _ plw) p(w) _ pw)

W(@) (@) p"(@) = W) f(w)  w(w)

A symmetric argument shows that this ratio is nondecreasing below w* (). Since this holds for every u €
supp T, T ~uprr T’ O

Proof of Lemma 3 (Geometric Mechanisms are UPRR-Dominant) Proposition 2 and Corollary 5 (i) imply
that every posterior in supp ¢ U supp 7 has full support. Fix y € supp ¢ and p’ € supp 7. Lemma 1 and
Proposition 2 imply, for every w € Q) \ {0},

p)/pw=1) _Je& wsw(p), e W(0)/Ww=1) _ .
po(w)/po(w —1) - '

Consequently,

pw)/W(w) pw)/W(w)
plo-1)/p(w=1) ~ plw-1)/p(w-1) =

Thus, p(w)/ ' (w) is nondecreasing up to w*(u) and nonincreasing thereafter. Since this holds for every

€ supp 7§ and i’ € supp T, T8 = upRR T- O

if0 <w<w(u), ifw > w*(u).

Proof of Theorem 4 (UPRR Dominance Implies Dominance in Monotone Decision Problems) For each
i € supp T, fix a peak w*(y) that verifies T =y prr 7. Bayes plausibility and the full-support assumption
imply that po has full support. For each y € supp 7/, choose a*(y) € argmaxuca Eyfu(a, w)], which is
nonempty by continuity and compactness.

For any finite-support # € A(A(Q))) and any ¢ : supp 7 — R, define the cdf and quantile of t under 7 as

Rye(r) :=n({u [ t(u) <1}), Qy(2) := min{r € t(supp ) | Ry (r) > z}.

Then for every r € t(supp7),

dz=R —limR = t(u) =ry. 13
Sy = Rua ) i Ry (3) = | £G1) = 1} (13)
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Define two Blackwell experiments with signal space [0, 1] by the conditional densities

N T RN I one
f(2|w)—ET[m(w)| (m—me} L et

w* (1)=Qr o+ (2)
(1) = Qui e <z>] - ¥

pesupp T’
a* (1) =Qur 4 (2)

Qrw*( )})

w)

po(@)t'({f: a* () = Qv+ (2)})

"L
—~
=
~—
=
—~

G
8(z|w) = Ey [,”O((U)

Observe that f(-|w) is constant on {z | Q¢+ (z) = r}, and g(+|w) is constant on {z | Q4+ (z) = r}, for
each 7 and each w. Then for every w € (), (13) and Bayes plausibility give

! _ T(p)u(w) _ 1 B Y(n(w)
/Of(Z\w)dz— Yy =l /Og(z|w)dz_ y, HERY g

pesuppt MO (w) pesupp T’ Ho (w)

Let F(x | w) = [y f(z | w)dz and G(x | w) = [; §(z | w)dz. Since each y € supp T Usupp 7’ has full
support, f(z | w) > 0and g(z | w) > 0 for every w € Q) and almost every z € [0,1]; it follows that F(- | w)
and G(- | w) are continuous and strictly increasing and have support [0, 1].

For almost every z,v € [0,1] and every w,w’ € Q,

fzlw')g(w|w) —f(z|w)g(v]|w')
_ Eu~r,}4’~T’ [.u(wl)ﬂl( ) V(w)?‘ ( ,) | w*<V) = QT,w* (Z)/a*(?/) = QT’,a* (v)]
po(w)po(w’) '

Since T =;prr T/, for every u € supp T and y’ € supp 7/, we have

>0, w<w <w*(p),
<0, w'(p) <w<w'.

(@' (w) = plw)p' (') {
Hence, for almost every z,v € [0,1],

(z|w)g(v| ") ifw < W' < Qrw(2), (14)
(z | w)g(v] W) if Qre(z) S w < W' (15)

Fix x,y € (0,1). Since Qr .+ is nondecreasing, w < w' < Qe+ (x) implies w < w' < Qr e+ (2) for all
z > x; similarly, Qr o+ (x) < w < «’ implies Qr +(z) < w < ' forall z < x. Integrating (14) on [x, 1] X [y, 1]
and (15) on [0, x| x [0, y] thus yields

[1-Fx|)1=Gy|lw)]>[1-Fx|w)]l-Gy|w)ifw<w < Qrw(x), (16)
F(x | w)G(y | w) < F(x | w)G(y | @) if Qe (x) < w < . 17)

Now suppose toward a contradiction that F(x | w) < G(y | w) but F(x | ') > G(y | ') for some
W > w. fw<w < Qrep(x), then

1-F(x|o)1-Gy|w)] <[1-Gly|w)1-GCly|w)]<[1-Gly|w)l-Fx|w),

contradicting (16). If Qr .+ (x) < w < «’, then

F(x | 0")G(y | w) > Gy | @")G(y | w) = G(y | @) F(x | w),

contradicting (17). Then if Qe+ (x) < w < w' or w < w' < Qe+ (x), we have F(x | w) < G(y | w) = F(x |
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w') < G(y | ). It follows that if w < Qr+(x) < &', then
F(x |w) < Gy | w) = F(x | Qo (%)) < Gy | Quwr (x)) = F(x | ') < G(y | ).

Therefore, for every x,y € (0,1) and w < ', we have F(x | w) < G(y | w) = F(x | &) < G(y | ).
Continuity and the identities F(0 | w) = G(0 | w) = 0and F(1 | w) = G(1 | w) = 1 extend this implication
tox,y € [0,1].

Define F~'(p | w) = inf{x € [0,1] : F(x | w) > p}. Strict monotonicity and continuity imply

Y<FHGy|w) |w) <= Flx|w)<Gly|w).
Taking x = F1(G(y | w) | w) in the preceding implication gives, for every y € [0,1] and w < «’,
FHGy|w) |w) <F Gy | o) | o).

Thus, F is more accurate than G in the sense of Lehmann (1988).

The rule y — Q4 (y) is nondecreasing. Since () is finite and u(-, w) is continuous on compact A, the
IDO family is equicontinuous. Proposition 9 of Quah and Strulovici (2009) therefore implies that there is a
nondecreasing rule « : [0,1] — A such that, for every w € ),

1 1
|| (a(x),) dF(x [ @) = [ u(Qear (1), @) 4Gy | )

For each u € supp T,

1
max E a,w)| > — — / E, lu(a(x),w)]dx.
e B ) 2 @ = 0 ) S 1oy )
Multiplying these inequalities by 7(u), summing over supp 7, and using (13) and the definitions of f and g
gives
E. [maxEu } Y po(w / w(a(x),w) dF(x | w)
acd w€eN
> ¥ (@) [ Qe (), ) 4Gy | )
weN
= T ) L sl (),0) = Ev maxEyu(a,w)]|
uesupp we ac
as desired. 0

Proof of Theorem 3 (Optimality of the Geometric Mechanism for Monotone Decision Problems) By Corol-
lary 4 (iic), the designer’s problem (2) is solved by an e-DP oblivious mechanism which induces a distribution
of posteriors about the population statistic T* whose support is linearly independent, and hence finite. By
Lemma 1, supp ¢ is also finite. By Proposition 2, every posterior induced by this mechanism or the geometric
mechanism has full support. By Lemma 3, 7§ >=;prr T*. The claim follows from Theorem 4. O
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